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Covariance Regression
Models for Studying
Treatment Effect
Heterogeneity Across
One or More Outcomes:
Understanding How
Treatments Shape Inequality

Deirdre Bloome1 and Daniel Schrage2

Abstract

Causal analyses typically focus on average treatment effects. Yet for sub-
stantive research on topics like inequality, interest extends to treatments’
distributional consequences. When individuals differ in their responses to
treatment, three types of inequality may result. Treatment may shape
inequalities between subgroups defined by pretreatment covariates, it may
induce more inequality in one subgroup than another, or it may polarize
people across multiple dimensions of well-being. We introduce a model,
called a covariance regression, that captures all three types of inequality via
the means, variances, and correlations between multiple outcomes. The
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model can test for heterogeneous treatment effects, quantify the hetero-
geneity, and explain its structure using covariates. Finding that a treatment
creates inequalities could drive theoretical refinement and inform policy
decisions (targeting groups where payoffs will be most predictable). We
illustrate the utility of covariance regressions by analyzing the effects of
sharing information about income inequality on redistributive preferences.
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When estimating the causal effects of interventions, social scientists typi-

cally focus on average treatment effects. For example, to study the effect of a

job-training intervention on wages, researchers compare the average wages

among people who received job training to the average wages among people

who did not, relying on research design or statistical modeling to render

treatment assignment “ignorable” (Morgan and Winship 2015:119).1

Yet for much sociological research, including studies of inequality, interest

extends beyond treatments’ average effects to their distributional effects. We

highlight three types of distributional effects. First, treatments might affect

some groups of people more than others, shaping differences between those

groups. For example, job training might increase average wages for high

school dropouts more than for high school graduates. Without job training,

graduates tend to earn more than dropouts; consequently, this treatment effect

variation would decrease inequality between these two education groups.

Second, treatments might affect some people more than others within the

same social group. For example, job training might help some high school

dropouts increase their wages dramatically but provide little benefit to other

high school dropouts. This treatment effect variation, perhaps driven by

unobserved heterogeneity in skills, would increase inequality within this

education group (because without training, more of the dropouts would have

been clustered together toward the bottom of the wage distribution). Socio-

logical theory often focuses on between-group differences in treatment

effects, but within-group effect differences may exceed between-group dif-

ferences. Understanding a treatment’s distributional implications necessi-

tates quantifying this within-group heterogeneity and refining sociological

theories. These two distributional consequences of treatments can be

assessed by examining means and variances of a single outcome variable.
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The third distributional consequence of treatments appears in the associ-

ation between two (or more) outcome variables. A treatment might help one

group of people improve across multiple outcomes, strengthening the out-

comes’ association and shaping differences in broader well-being. Social

scientists typically examine the effects of treatments on multiple outcomes

independently, one at a time. For example, researchers might examine the

effects of job training on wages and, separately, on mental health. Yet if the

same people gain from job training in both wages and mental health, then

people in the treatment group will pull away from those in the control group

in multidimensional space, increasing inequality in broader well-being.

Understanding the distributional consequences of treatments is important

for sociological knowledge and for policy purposes. Averaging over treat-

ment effect heterogeneity is a reasonable first step in causal analyses. But

capturing the structure of this heterogeneity (i.e., how it varies between and

within social groups across multiple outcomes) is necessary for (1) predicting

how a treatment will fare in a population that differs from the study sample,

(2) determining which population subgroups to target (by finding not only

which groups gain most from treatment on average but also which groups

have the least variable gains, i.e., the most predictable payoffs), (3) building

theoretical models (and recognizing the limits of current theories if large

distributional effects of treatment cannot be explained), (4) quantifying

trade-offs (if a treatment increases inequality in one outcome but decreases

it in another), and (5) uncovering complementarities (if a treatment benefits a

group in multiple ways). Treatments without large average effects can still

shape inequalities.

We introduce a covariance regression model to help researchers under-

stand the distributions of treatment effects. Using this model, we make two

methodological contributions. First, we show how variance function regres-

sion (Western and Bloome 2009) can be used to analyze the distributional

effects of a treatment and to detect unmodeled treatment effect heterogene-

ity, even when it depends on unmeasured covariates. Second, we generalize

variance function regression to model multiple outcomes and their correla-

tions. Covariance regression simultaneously estimates the mean and covar-

iance structure of a multivariate outcome as a function of covariates

(including treatment-group indicators).

The model allows researchers to assess all three types of distributional

effects discussed above. The first type, mean differences between groups, is

typically evaluated by including interactions between treatment-group indi-

cators and social-group indicators in the model for an outcome’s mean. We

suggest that researchers first determine whether substantial treatment effect
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heterogeneity can be detected before searching for treatment interactions. By

modeling an outcome’s variance as a function of treatment-group indicators,

covariance regression provides an elegant test for treatment effect hetero-

geneity: If treatment affects everyone equally, then outcome variation within

every arm of the treatment should be equal. Differential within-arm variance

indicates treatment effect heterogeneity. Crucially, our model does not stop

with a test for heterogeneity (unlike, e.g., Ding, Feller, and Miratrix 2016).

Rather, we proceed in an estimation framework that assesses and explains the

magnitude of heterogeneity using covariates—both covariates in the mean

equations, to capture how treatment shapes differences between groups, and

covariates in the variance equations, to capture how treatment shapes differ-

ences within groups. Within-group effect variation, the second type of dis-

tributional effect, reflects heterogeneity related to unobserved variables.

Covariance regression captures the third type of distributional effect, in

which treatment shapes inequality in multidimensional space, by modeling

multiple outcomes and their relationships. When a treatment tightens the

relationship between multiple outcomes, it increases inequality across mul-

tiple domains of life. Importantly, our model allows for individual-level

predictors of these associations without requiring that one outcome be mod-

eled as conditional on another. This distinguishes our approach from that of

causal mediation (Imai, Keele, and Yamamoto 2010). Mediation models are

appropriate when two outcomes occur in temporal sequence or when there

are other theoretical reasons to think that one outcome acts as an intermediate

outcome (mediator), connecting the treatment and the second (final) out-

come. Covariance regression is appropriate when multiple outcomes depend

directly on the treatment, and it works for more than two outcomes.

In what follows, we first describe the parameterization of our covariance

regression model. We then discuss how the parameters illuminate the dis-

tributional effects of treatments. Next, we introduce a Bayesian approach to

estimate the parameters and we compare our model with alternative mod-

els. Our model parameters are easily interpretable to social scientists as

regression coefficients, and our Bayesian approach provides straightfor-

ward uncertainty estimates. We provide code in the Online Supplemental

Material (which can be found at http://smr.sagepub.com/supplemental/) to

ensure that readers can implement our approach. We first illustrate the

model using simulations. We then apply our model to study how sharing

information about income inequality shapes people’s preferences for redis-

tribution, reanalyzing experimental data from Kuziemko et al. (2015). We

conclude by discussing future extensions of our model for studying the

distributional consequences of treatments.
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Model Parameterization

We develop a covariance regression model that jointly parameterizes the

mean and covariance structure of a multivariate outcome. We separate the

covariance structure into a model on variances and a model on correlations

between outcomes. For causal inference under the ignorability assumption,

the variance parameters reflect treatment effect heterogeneity—the differ-

ences in units’ responses to treatment—and the correlation parameters model

treatment effect complementarity—the association between multiple out-

comes potentially affected by units’ differential responses to treatment.

The key parameters of our multivariate multiple regression model are

coefficients for the mean (β), variance (γ ), and correlation (δ) models.2

Yi*Multivariate Normalðμi;ΣiÞ; ð1Þ

μi ¼ Xiβ ; ð2Þ

Σi ¼
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ð3Þ

logs2
i ¼ Xiγ ; ð4Þ

rijk ¼ 2� logit�1ðXidjkÞ � 1; ð5Þ

rijk ¼ rikj: ð6Þ

Yi is a 1� p matrix of outcomes, where p is the number of outcomes and i

goes from 1 . . . n, where n is the number of observations. Xi is a 1� q matrix

of predictors, where q is the number of predictors (including an intercept). β
is a q� p matrix of mean regression coefficients. γ is a q� p matrix of

variance regression coefficients. djk is a q-vector of correlation regression

coefficients; there is a unique vector of d coefficients for each pair of out-

comes in the model. This implies that there are pðp� 1Þ=2 vectors of δ
coefficients, and δ is a pðp� 1Þ=2� q matrix of coefficients. In the case

of two outcomes, there is only one q-length column vector of δ coefficients,

modeling the correlation between the two outcomes. Σi here is a covariance

Bloome and Schrage 5



matrix of si standard deviations and ri correlations. The covariance matrix is

specific to each observation; values of Yi for a particular observation i

depend on μi and Σi, where μi is a p-vector with one mean per outcome for

each observation, and Σi is composed of the variances fs2
i1; . . . ;s2

ipg and the

correlations frijk : j; k 2 f1; . . . ; pg; j 6¼ kg.
We model the log of the variance, following Western and Bloome (2009).

We model the correlation as a scaled, transformed inverse-logit that maps R

to the interval ð�1; 1Þ to match the range of the correlation.3 For simplicity,

we write the model here using an identical set of predictors for the mean,

variance, and correlation regressions, Xi. However, in our implementation of

the model and in our empirical application below, we use different sets of

predictors for each of the three regressions.4

We discuss our estimation strategy below and provide comparisons to

alternative models. But first we explain how our model parameters capture

the distributional effects of treatment across multiple outcomes.

Distributional Effects of Treatment

Our covariance regression model allows researchers to understand not only

average treatment effects but also three types of distributional effects.

Throughout our discussion of these effects, we maintain the assumption of

ignorability. This assumption holds in randomized experiments (in expecta-

tion). In observational studies, it is unverifiable and if it does not hold, then

our model could mistake selection bias for distributional effects of treatment

(Breen, Choi, and Holm 2015).5

This section describes three uses of covariance regression for analyzing

treatment effects.

1. Detecting unmodeled treatment effect heterogeneity: When analysts

include treatment-group indicators in the variance model, their g
coefficients quantify the magnitude of—and provide a test for—treat-

ment effect heterogeneity, even when its source is unmeasured.

2. Decomposing the sources of treatment effect heterogeneity: Analysts

can add interactions between treatment-group indicators and pretreat-

ment covariates to the mean model to decompose treatment effect

heterogeneity. These interactions capture the first type of distribu-

tional treatment effect, shaping differences between subgroups

defined by pretreatment covariates. When unmodeled treatment het-

erogeneity remains, analysts can add treatment–covariate interactions

to the variance model to test whether unmodeled heterogeneity is
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confined to particular subgroups (defined by the interaction) and to

compare the magnitudes of unmodeled heterogeneity in different

subgroups. These interactions capture the second type of distribu-

tional treatment effect, shaping differences within subgroups.

3. Analyzing the multidimensional effects of a treatment: The d coeffi-

cients on treatment-group indicators in the correlation model estimate

how the treatment changes the relationships between multiple out-

comes. Positive coefficients suggest treatment effect complementar-

ity: The treatment shifts multiple outcomes in the same direction for

the same units, increasing inequality in multidimensional space. Neg-

ative coefficients on the treatment indicators imply that the treatment

shifts the outcomes in opposite directions. These coefficients capture

the third type of distributional treatment effect: the effect of treatment

on the relationships between multiple outcomes, dividing or unifying

subgroups in multidimensional space.

The first two uses of covariance regression are novel extensions of var-

iance function regression to the domain of causal inference and can be

applied to a single outcome. The third use needs the full covariance regres-

sion model for multiple outcomes. We begin by discussing the single-

outcome case.

Distributional Effects in One Dimension

If a treatment affects all people identically, then it will create differences

only between people assigned to different treatment groups, not among peo-

ple within the same treatment group. We use this idea to develop a test for

unmodeled treatment effect heterogeneity. Covariance regression captures

whether treatment affects an outcome’s variance, detecting treatment effect

heterogeneity even when its source is unmeasured. The direction of the

treatment’s effect on the variance reveals whether it increases or decreases

inequality.

To formalize this idea, let the binary treatment indicator Ti equal 1 if

individual i is assigned to the treatment group and 0 if the individual is

assigned to the control group.6 Using potential outcomes notation, the out-

come for individual i is Yið1Þ under treatment and Yið0Þ under control. If

treatment affects everyone equally,

Yið1Þ ¼ Yið0Þ þ t; ð7Þ

where t is a constant, individual causal effect (Rubin 1974). Treatment and

control groups are mutually exclusive, so the observed outcome is
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Yi ¼ ð1� TiÞYið0Þ þ TiYið1Þ: ð8Þ

Assuming ignorability, the average observed outcome values in the con-

trol and treatment groups are

E½YijTi ¼ 0� ¼ E½Yið0Þ�; ð9Þ

E½YijTi ¼ 1� ¼ E½Yið1Þ� ¼ E½Yið0Þ� þ t; ð10Þ

where E½� is the expectation operator. Under this constant treatment effects

model, treatment increases the difference between the treated and control

groups by t. However, because t is constant, treatment does not alter inequal-

ity within the treated group, because

Var½Yið1Þ� ¼ Var½Yið0Þ þ t� ¼ Var½Yið0Þ�; ð11Þ

where Var½� is the variance operator. Assuming ignorability,

Var½YijT ¼ 1� ¼ Var½Yið1Þ� and Var½YijT ¼ 0� ¼ Var½Yið0Þ�. Thus, unequal

variances between treatment and control groups provide evidence that treat-

ment effects are not constant across all individuals. Treatment effect hetero-

geneity, in which

Yið1Þ ¼ Yið0Þ þ ti; ð12Þ

with ti varying across people, means that treatment may shape not only

differences between treatment and control groups but also differences among

people within the treatment group.

Depending on the structure of the treatment effect heterogeneity, treat-

ment could either increase or decrease inequality among the treated.7 We

explicate this fact using a single, mean-centered moderator variable Mi,

building on the exposition of Bryk and Raudenbush (1988). People with

different values on the moderator have different treatment effects, but every-

one with the same value of M has the same treatment effect.8

ti ¼ mt þ lmMi ð13Þ

Here, the average treatment effect is mt and deviations from the average

effect depend on the value of the moderator Mi. Let the potential outcome of

individual i under control be a mean value m0 plus an effect of the moderator

Mi plus a random error ei:

Yið0Þ ¼ m0 þ l0Mi þ ei: ð14Þ
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Without loss of generality, we assume l0 > 0; Mi can always be rescaled

so this holds. Subbing equations (13) and (14) into equation (12) and then

equation (8), individual i’s potential outcome under treatment is

Yið1Þ ¼ Yið0Þ þ ti; ð15Þ

¼ ðm0 þ l0Mi þ eiÞ þ ðmt þ lmMiÞ; ð16Þ

¼ m0 þ mt þ ðl0 þ lmÞMi þ ei; ð17Þ

and their observed outcome is

Yi ¼ ð1� TiÞðm0 þ l0Mi þ eiÞ þ Tiðm0 þ mt þ ðl0 þ lmÞMi þ eiÞ; ð18Þ

¼ m0 þ l0Mi þ mtTi þ lmMiTi þ ei: ð19Þ

Equation (19) shows that if the treatment effect ti varies with Mi, then we

should include an interaction between the treatment and the moderator in our

equation for the observed outcome Yi. This fact also has implications for the

variances in the treatment and control groups:

Var½Yið0Þ� ¼ l2
0Var½Mi� þ Var½ei�; ð20Þ

Var½Yið1Þ� ¼ ðl0 þ lmÞ2Var½Mi� þ Var½ei�; ð21Þ

Var½Yið1Þ� � Var½Yið0Þ� ¼ ð2l0lm þ l2
mÞVar½Mi�: ð22Þ

The treatment increases inequality in the treatment group relative to the

control group when the quantity in equation (22) is positive, which happens

when lm is positive (or in the unlikely case when lm < �2l0, that is, the

interaction effect lm is more negative than twice the main effect l0). Simi-

larly, the treatment reduces inequality in the treatment group when lm is

negative (but not as negative as �2l0).9

For example, with a job-training treatment where Y is wages and M is an

indicator for having a high school degree, l0 should be positive: without job

training, average wages are higher among high school graduates than among

high school dropouts. If we first estimated a constant treatment effects model

(no treatment interaction) and then observed lower variance in the treatment

group than the control group, we might hypothesize that the effect of job

training is larger among high school dropouts than high school graduates

(i.e., that lm is negative). We could interpret the job training as an equalizing

intervention, being more beneficial for people who tend to have low wages

than for people who tend to have high wages.

Bloome and Schrage 9



The case of a single treatment effect modifier Mi is illustrative. Real

applications may include many modifiers (e.g., the effect of job training

on wages may vary with race and gender in addition to education). In this

case, the difference in variances between the treatment and control groups

would depend on a sum of variances and covariances.10 Smaller variance in

the treatment group indicates that on net, the treatment tends to decrease

preexisting differences, helping the initially less advantaged more than the

initially more advantaged. However, as Raudenbush and Bloom (2015) note,

larger variance in the treatment group than the control group does not neces-

sarily imply that the treatment helps the initially more advantaged more than

the initially less advantaged (although it does imply that the treatment has

heterogeneous effects that increase inequality).

In short, differences in variances across treatment groups imply unmo-

deled treatment effect heterogeneity: Interactions with important treatment

moderators have been left out. Unequal variances are typically treated as

nuisances that change the precision of main effects estimates to be addressed

via variance-stabilizing transformations or robust standard errors (Kutner

et al. 2004; MacKinnon 2012). Instead, we suggest that researchers examine

variances to understand the distributional consequences of treatments. When

variances continue to differ across treatment groups after including interac-

tions in the mean equation that capture differences between population

subgroups, this is evidence that the treatment shapes differences within

population subgroups (assuming ignorability). Researchers can then model

variances as a function of treatment interactions with subgroup indicators to

identify which groups have the most variable responses to treatment. This

approach should drive novel theorizing about how treatment shapes inequal-

ity, pushing researchers to consider what types of unobserved heterogeneity

might create variation in treatment effects. This information should also

inform policy decisions, helping to identify not only the groups with large

average effects but also the groups with the least variable effects, whose

payoffs from an intervention are the least risky (Dehejia 2005).

The problem of finding subgroups with large average effects has been

well studied, particularly in the medical context (e.g., Loh, Heb, and Man

2015; Xu et al. 2015). Social scientists have recently developed machine-

learning methods to partition samples into subgroups with meaningful dif-

ferences in their average treatment effects (Athey and Imbens 2016; Imai and

Ratkovic 2013). These methods require that researchers measure all mod-

erators with which treatment effects vary. Covariance regression adds the

ability to detect any unmodeled heterogeneity, even from unmeasured

sources. Our approaches could be fruitfully combined, first using machine

10 Sociological Methods & Research XX(X)



learning to select covariates and treatment interactions for the mean model,

then using covariance regression to estimate the full extent of treatment

effect variation, not only between subgroups but also within them and across

multiple outcomes.

Treatment effect heterogeneity biases estimates of average causal effects

when effects vary with the likelihood of receiving the treatment (e.g., because

people select into treatments they believe will help them; Brand and Thomas

2013). Xie, Brand, and Jann (2012) examine how treatment effects vary with

this likelihood, called the propensity score. Like machine-learning approaches,

propensity-score approaches capture variation associated with measured char-

acteristics. Analysts could thus benefit by combining propensity-score

approaches with covariance regression, which captures variation associated

with unmeasured characteristics and also variation not associated with the like-

lihood of receiving treatment—which does not bias average treatment effect

estimates but does address substantive theoretical questions about who benefits

most from particular treatments. Sensitivity analyses could be added if the

ignorability assumption is tenuous (Breen et al. 2015). To avoid the ignorability

assumption altogether, researchers could use Heckman and Vytlacil’s (1999,

2001; Heckman, Urzua, and Vytlacil 2006) “marginal treatment effect”

approach, which fully identifies heterogeneous treatment effects. Unfortu-

nately, it is rarely a practical option because it requires a large number of local

instrumental variables (Morgan and Winship 2015:323).

Others have also recognized that different variances across treatment arms

can serve as a diagnostic tool (Bryk and Raudenbush 1988; Gelman 2004).

Many nonparametric (but less powerful) tests exist for treatment effect het-

erogeneity (Abadie 2002; Crump et al. 2008; Ding et al. 2016; Pearl 2017).

Those approaches focus narrowly on null-hypothesis testing. Our approach

provides such a test, but it also models how treatment effects vary and

quantifies how much heterogeneity can be explained by treatment interac-

tions and how much remains as residual heterogeneity (much like Ding,

Feller, and Miratrix 2018); it further pushes beyond prior work by modeling

residual heterogeneity with covariates to understand its sources.

Bitler, Gelbach, and Hoynes (2017) also develop a way to model and test how

treatment shapes differences both between and within subgroups. However,

their approach relies on large sample sizes within subgroups, such that entire

distributions can be estimated within each group, without pooling any informa-

tion across groups for understanding treatment effect variation or adjusting for

covariate imbalance. When within-group samples are small, models like ours

are necessary. Moreover, coefficients from our models of outcome means and

variances can be used to predict many distributional quantities of interest, which
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cannot be consistently estimated when ignoring heterogeneity even when mean

effects can be (King and Roberts 2014). This type of prediction is not straight-

forward in Bitler et al.’s (2017) framework, which relies on comparing empiri-

cal distributions. Our approach to understanding the distributional structure of

treatment effects places in a causal framework Western and Bloome’s (2009)

approach to modeling means and variances as a function of covariates. How-

ever, we extend this work not only by showing how it addresses treatment effect

heterogeneity but also by generalizing it from a model for one outcome variable

to a model for multivariate outcomes.

Distributional Effects Across Multiple Dimensions

Studies of treatment effects often examine many outcome variables because

researchers want to understand the effects across multiple dimensions of

well-being. For example, job-training interventions might help unemployed

people through increased wages and reduced depressive symptoms; housing

relocation support might help public-housing residents by improving their

physical and mental health; and curriculum interventions might shape stu-

dents’ academic test scores and their socioemotional development (Barnett

et al. 2008; Ludwig et al. 2012; Mattei, Li and Mealli 2013). Alternatively, an

intervention might be helpful in some dimensions but harmful in others; this

situation is common in medical settings where treatments have benefits and

side effects (VanderWeele 2017).

Analyzing multiple outcomes jointly can yield new insights about a treat-

ment’s distributional consequences. Univariate analyses may reveal positive

treatment effects on two outcomes. But do the same people benefit on both

dimensions? If so, treatment has what we call complementary effects, and the

association between the two outcomes increases with treatment. In some

cases, complementary treatment effects might be associated with measured,

pretreatment covariates. For example, job training might improve both wages

and depressive symptoms for high school dropouts (but not high school

graduates). But other complementarities may not be easily associated with

observed subgroups. Just as within-group variation often exceeds between-

group differences, the treatment effect heterogeneity that creates comple-

mentarities might not be captured using measured covariates.

By modeling the residual correlation between multiple outcomes in dif-

ferent treatment groups, covariance regression assesses whether such com-

plementarities exist, how large they are, and whether they are more common

in specific population subgroups. If they exist, then treatment creates addi-

tional differences beyond the differences that it generates between subgroups

12 Sociological Methods & Research XX(X)



(as captured by differences in mean effects) and within subgroups (as cap-

tured by differences in variance effects). If, instead of creating complemen-

tary effects, treatment shifts people in opposite directions across multiple

outcomes (e.g., if job training causes different people to improve their wages

than to reduce their depressive symptoms), then it will reduce differences in

multidimensional space (reducing the residual association across outcomes).

Analyzing each outcome separately can overlook important dimensions of

inequality across multiple outcomes. Even when treatment has no effect on

each outcome’s variance, if it increases the association between outcomes,

then it increases differences in multidimensional space. Specifically, if treat-

ment causes the same people to move away from the mean and toward the

extremes of each outcome’s distribution, then treatment increases differences

in multidimensional space, pushing some people away from the center of the

multivariate distribution. Formally, increasing the strength of the correlation

between outcomes, even without increasing their variances, increases the

inverse of the covariance matrix and thus increases the Mahalanobis distance

between points from the mean vector. For example, a job-training interven-

tion may increase (decrease) inequality in multidimensional space if it

pushes the same (different) people toward the top of both the distribution

of wages and the distribution of mental health, even if it does not increase the

dispersion of either distribution.

Our approach advances existing approaches to modeling associations

between outcomes in several ways. One simple approach calculates sample

correlations and uses them as outcomes in regressions (Baldassarri and Gel-

man 2008). This approach ignores estimation uncertainty in the correlations

and does not allow individual-level predictors (since correlations are aggre-

gates). Random slopes models (Gelman and Hill 2007) allow individual-

level predictors, but they force one outcome to be modeled as conditional

on the other, which is not always theoretically appropriate (e.g., when two

outcomes are measured simultaneously). Copula methods estimate the asso-

ciation between two outcome variables without conditioning one on the other

(Vuolo 2017) but do not include covariates to model the association. Multi-

group structural equation models allow researchers to model how all para-

meters in covariance matrices differ across population subgroups

(MacCallum and Austin 2000). However, subgroups must be defined by one

categorical variable at a time (Alwin 2007).

There are many statistical benefits to multivariate modeling. By estimat-

ing all parameters simultaneously, we ensure that our standard errors are

correct (rather than requiring adjustments, as with iterative approaches separ-

ating means, variances, and correlations). Our model also creates more
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accurate prediction regions for multivariate outcomes compared to models

that ignore how covariance matrices vary with predictor variables, specifi-

cally when interest centers on predictions for specific subpopulations or

predictions of distributional quantities beyond means (Hoff and Niu 2012).

Other researchers have proposed joint models for the means and covar-

iances of multivariate outcomes, outside the causal framework that we employ

(Pourahmadi 2011). Many of these models do not include covariates in an

interpretable manner in the covariance equations because they are not sub-

stantively interested in the covariances but rather wish to better estimate the

mean model, understand the autoregressive structure of time series, or pool

across groups’ covariance matrices to aid estimation (Banerjee, El Ghaoui,

and d’Aspremont 2008; Boik 2002; Brickel and Levina 2008). (Smoothing

across groups is particularly important when estimating covariance matrices,

since the number of parameters in a covariance matrix of p outcome variables

is pðpþ 1Þ=2.) Many models depend on the order of the outcome variables,

which makes sense in longitudinal settings but is not desirable in many causal

settings (Furrer and Bengtsson 2007; Rothman, Levina, and Zhu 2010). The

model most similar to ours, proposed by Hoff and Niu (2012), aims to sub-

stantively model the mean and covariance structure of a multivariate outcome

using covariates. However, Hoff and Niu’s model estimates variance para-

meters that are not interpretable in isolation, restricts covariates on the var-

iances and covariances to be the same, and, in practice, is often

computationally intractable. Below, we describe our estimation approach and

provide more detailed comparisons with Hoff and Niu’s approach.

Model Estimation

Our covariance regression model is a multivariate multiple regression model

that jointly parameterizes the means and variances of each outcome along with

the correlations between outcomes. The key parameters are coefficients for the

models of the means (β), variances (γ ), and correlations between outcomes (δ).

Estimation

To estimate the model parameters from data, we take a Bayesian approach,

adding priors to the multivariate normal likelihood defined in equations (1)–

(6). The parameters β, γ , and δ are given weakly informative Cauchy ð0; 1Þ
priors, whose thick tails mean they have no practical effect for all but small

samples.11 For γ and δ, these should generally be appropriate. For the mean

model (β), these can be given larger variances when necessary, though in
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practice, it is more computationally efficient to rescale the covariates so all

parameters are on the same scale. We use Hamiltonian Monte Carlo—a

Markov Chain Monte Carlo algorithm implemented in Stan (Stan Develop-

ment Team 2015)—to obtain parameter draws from the joint posterior dis-

tribution. (See the Online Supplemental Material [which can be found at

http://smr.sagepub.com/supplemental/] for a simplified implementation of

our model.) We use those parameter draws to compute the distributions of

our quantities of interest: predicted means, variances, and correlations for

each demographic group and their between-group differences.

We use traceplots, posterior distribution plots (including posterior corre-

lations for each parameter), and R̂ to monitor convergence. We consider

models to have converged when R̂ is very close to one for all parameters

(Gelman et al. 2014:285). The γ and δ parameters combine with the data to

generate a covariance matrix. Covariance matrices must be positive definite,

but no explicit constraints ensure this; positive definiteness is implicitly

imposed by the posterior density. Good parameter starting values dramati-

cally speed convergence by ensuring they start in a range that produces valid

covariance matrices. We set the starting values for β, γ , and δ by (1) regres-

sing each outcome on the predictors to estimate β, (2) regressing the squared

residuals from the mean regressions on the predictors in a gamma regression

with log link function to estimate γ , and (3) regressing the product of the

residuals from each pair of outcomes on the predictors to estimate δ. This

ensures that estimation for each chain starts in the neighborhood of the

typical set (the area where most of the posterior mass is concentrated).

Comparison With Alternative Models

Our covariance regression model builds on Western and Bloome (2009) who

describe a heteroscedastic or “variance function” regression to jointly model

a random variable’s mean and variance with covariates. While typical regres-

sions estimate between-group differences in average outcomes, this model

also estimates group differences in within-group variances. However, West-

ern and Bloome’s (2009) method does not allow for multivariate outcomes;

we expand their model to describe associations between multiple outcomes.

We also show how to use their model in a causal framework to detect and

decompose unmodeled treatment effect heterogeneity.

Hoff and Niu (2012; see also Niu and Hoff 2014) previously developed a

model that parameterizes the covariance matrix as a function of covariates.

(See Online Supplemental Material [which can be found at http://smr.sage

pub.com/supplemental/] for details on the Hoff–Niu specification.) Both our
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model and the Hoff–Niu model estimate group differences in means, in

within-group variation (the diagonal elements of the covariance matrix), and

in multivariate associations (the off-diagonal elements). We introduce our

own covariance regression model because we found that the Hoff–Niu model

was computationally intractable when applied to several commonly used

datasets in sociology (including the General Social Survey and Add

Health).12

Our covariance regression model has several advantages. First, our para-

meters on the means, variances, and correlations are all directly interpretable

as regression coefficients. (In the Hoff–Niu model, only the mean parameters

are interpretable.) For social science applications, this setup is both useful

and familiar to researchers accustomed to regression models. Second, our

model is more computationally stable with much faster convergence, both for

simulated data and for empirical data. Parameter draws from the Hoff–Niu

model exhibit extremely high autocorrelation, an obstacle that we did not

encounter in the Stan implementation of our own model. Third, our model

parameterizes the variances and correlations independently, allowing full

flexibility in their relationship. The Hoff–Niu model jointly parameterizes

the variances and covariances and requires additional parameters to add

flexibility (through rank expansion to rank-2 and higher models). Our sep-

arate parameterization also allows us to use different sets of predictors for the

variances and for the correlations, which is not possible in the Hoff–Niu

model. Fourth, all parameters in our model are identified. The parameters

for the covariance matrix in the Hoff–Niu model have nonidentified signs,

which creates some computational problems in model fitting.13 Identifiabil-

ity becomes a more serious issue when the Hoff–Niu model is expanded to

the more flexible rank-2 (or higher) form. The primary benefit of the Hoff–

Niu model is that it uses fewer parameters, which can be useful for applica-

tions with small datasets. Our model has more parameters, but it is also more

computationally tractable because our parameterization produces a simpler

posterior geometry (analogous to classical data-augmentation approaches;

see, e.g., Gelman et al. 2014:293).

Simulation Results

We conducted a number of Monte Carlo simulations to illustrate the per-

formance of our model, first to validate the model and second to illustrate

its use in identifying treatment effect heterogeneity. For all simulations, we

fit each model using four Markov chains with 400 iterations (300 warm-up)

and ensured that each parameter converged (with R̂ � 1:01). Because the
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covariance structure of the simulated data is simple and we chose good

starting values for each chain, parameters typically converged within the

first 20 draws. Each n ¼ 200 simulation took on the order of 4 seconds to

run (with chains run in parallel), and each n ¼ 1; 000 simulation took on the

order of 20 seconds.

Validation of Estimation Method

We ran a large number of simulations where we generated data from the

“true” model and then estimated the model parameters using our covariance

regression implementation (see Cook, Gelman, and Rubin 2006). Under a

wide range of covariance structures and parameter sizes, our model produces

unbiased estimates of the true model parameters, and the observed coverage

of uncertainty intervals matches the nominal coverage.

Detecting Treatment Effect Heterogeneity

We next explore our model’s ability to detect treatment effect heterogeneity

in simulated data with ignorable treatment assignment. We simulate two

observed outcomes Y and Z based on their potential outcomes under the

control condition (Yið0Þ; Zið0Þ) and under the treatment condition

(Yið1Þ; Zið1Þ). We introduce a moderator M that interacts with the treatment

T to create heterogeneity among treated observations.

Yið0Þ ¼ a0 þ eyi; ð23Þ

Yið1Þ ¼ Yið0Þ þ at þ amMi; ð24Þ

Yi ¼ ð1� TiÞYið0Þ þ TiYið1Þ; ð25Þ

Zið0Þ ¼ h0 þ ezi; ð26Þ

Zið1Þ ¼ Zið0Þ þ ht þ hmMi; ð27Þ

Zi ¼ ð1� TiÞZið0Þ þ TiZið1Þ: ð28Þ

In this design, a0 and h0 represent the intercept for the control group (i.e.,

the baseline mean in the absence of treatment), at and ht represent the

constant additive treatment effect, am and hm represent how the treatment

effect changes with the moderator M, and ey and ez are normally distributed

error terms that are independent across outcomes. We choose values for each

a and h and generate 1,000 simulated data sets using this model. We then fit
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our covariance regression model to each simulated data set, using an inter-

cept and the treatment indicator T (but not the moderator M) as our predictors

for the means, variances, and correlations. Table 1 reports the range of

parameter values that we investigate for both relatively small and relatively

large sample sizes (of n ¼ 200 and n ¼ 1; 000).

To test our model’s ability to detect unmodeled treatment effect hetero-

geneity, we perform two types of analyses. First, we examine the model

performance when treatment effect heterogeneity is present in the data

(i.e., when am and hm are nonzero). We focus on the g coefficient on the

treatment variable in the variance portion of our model from equation 4.

When treatment effect heterogeneity is present, we should observe a nonzero

g coefficient on the treatment. (Treatment assignment is ignorable here, so

any difference in variances must come from treatment effect heterogeneity.)

The simulation results support this conclusion. Table 2 reports the propor-

tions of simulations where the confidence intervals for g½t;y� and g½t;z� (treat-

ment effect heterogeneity for Y and for Z, respectively) include zero. When

heterogeneity is present, these proportions are very small, and they represent

estimates of the Type II error rate (or one minus the power of the test to detect

heterogeneity). With small sample sizes (n ¼ 200) and heterogeneity that is

small in magnitude (with am and hm values as listed in Table 1, rows 1–6),

the power to detect heterogeneity is above .9. With small sample sizes but

greater heterogeneity (Table 1, rows 8–10), the power is 1 (to three decimal

places). With large sample sizes (n ¼ 1; 000), the power to detect hetero-

geneity is 1 in all simulations.

Table 1. Parameters Used in Monte Carlo Simulations of Treatment Effect
Heterogeneity.

Simulation n a0 at am h0 ht hm M

1 f200, 1,000g 0.5 0.5 1 0.5 0.5 1 N(0,1)
2 f200, 1,000g 0.5 0.5 �1 0.5 0.5 �1 N(0,1)
3 f200, 1,000g 0.5 �0.5 1 0.5 �0.5 1 N(0,1)
4 f200, 1,000g 0.5 0.5 �1 0.5 0.5 �1 N(0,1)
5 f200, 1,000g 0.5 �0.5 �1 0.5 �0.5 1 N(0,1)
6 f200, 1,000g 0.5 0.5 0 0.5 0.5 �1 N(0,1)
7 f200, 1,000g 0.5 0.5 0 0.5 0.5 0 N(0,1)
8 f200, 1,000g 3 5 3 3 3 2 N(5,2)
9 f200, 1,000g 3 5 �3 3 3 2 N(5,2)
10 f200, 1,000g 3 5 �3 3 3 �2 N(5,2)
11 f200, 1,000g 3 5 0 3 3 0 N(5,2)
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Second, we examine the opposite case, when there is no treatment effect

heterogeneity. We simulate this by setting am and hm to zero. Table 2 shows

the results (rows 6, 7, and 11). When treatment effect heterogeneity is not

present in Y and/or Z, Table 2’s confidence interval coverage represents the

true coverage of the confidence interval (or one minus the Type I error rate);

we highlight these coverage rates in gray. For a 95 percent interval, we

Table 2. Markov Chain Monte Carlo Simulation Results for Each Row of Parameters
Shown in Table 1, Which Defines Whether Treatment Effect Heterogeneity Is Pres-
ent for Y and Z.

Table 1 Parameters (Row Number) n

Effect
Heterogeneity

95 Percent CI Includes
Zero (Proportion of
1,000 Simulations)

Y Z g½t;y� g½t;z�

1 200 P P .069 .084
1,000 P P .000 .000

2 200 P P .065 .084
1000 P P .000 .000

3 200 P P .068 .079
1000 P P .000 .000

4 200 P P .063 .074
1,000 P P .000 .000

5 200 P P .070 .063
1,000 P P .000 .000

6 200 P .946 .068
1,000 P .947 .000

7 200 .958 .966
1,000 .943 .947

8 200 P P .000 .000
1,000 P P .000 .000

9 200 P P .000 .000
1,000 P P .000 .000

10 200 P P .000 .000
1,000 P P .000 .000

11 200 .966 .943
1,000 .946 .947

Note: When treatment effect heterogeneity is present, confidence interval (CI) coverage rep-
resents a Type II error rate (cases where the model fails to detect treatment effect hetero-
geneity). When there is no heterogeneity, confidence interval coverage represents true
coverage (i.e., absence of Type I errors, shown in gray). For each row of results, 1,000 simulated
data sets were used to compute coverage.

Bloome and Schrage 19



expect this to be .95. Indeed, the 95 percent confidence interval coverage is

between .94 and .97 in all cases. Any deviation from nominal coverage is

sampling error: using more simulations brings coverage asymptotically

closer to .95. Together, these simulations show that our covariance regres-

sion model provides a valid test for treatment effect heterogeneity.

Empirical Application: The Effect of Information About
Inequality on Preferences for Redistribution

We demonstrate covariance regression by reanalyzing data from a survey

experiment reported in Kuziemko, Norton, Saez, and Stantcheva (2015), here-

after KNSS.14 KNSS study how information about inequality affects people’s

beliefs about inequality and preferences for redistribution. They recruited

respondents from Amazon’s Mechanical Turk, an online platform often used

to conduct social-scientific experiments. They randomly assigned half of their

respondents to receive interactive, personalized information about income

inequality in the United States. Treated respondents received both general

information about the income distribution and specific information about their

places in the distribution. Respondents then answered questions about their

beliefs about inequality and their preferences for redistribution.

We focus on two questions. The first asked: “Do you think inequality is a

serious problem in America?” Respondents answered on a five-point scale

ranging from “not a problem at all” to “a very serious problem.” The second

question asked people to choose the income tax they believed people should

pay on a scale from 0 to 100 “as a percentage of their total income,” focusing

on “the top 1 percent (richest).”

The effect of information on beliefs is centrally important to social scientists.

Many expect that the information they generate will inform voters’ and policy

makers’ decisions. However, the relationship between information, beliefs, and

preferences is not straightforward. Researchers’ hypotheses about how informa-

tion will change beliefs are not always borne out (Hetey and Eberhardt 2014).

People may be skeptical of new information and process it defensively; some

people adhere more strongly to their initial opinions when presented with evi-

dence contradicting these opinions (Wood 2000). KNSS find that sharing infor-

mation about inequality increases the likelihood that respondents view inequality

as a very serious problem, but it has no large average effects on preferences for

redistribution, with one exception.15 KNSS devote much of their analysis to

understanding the mechanisms behind their average treatment effects.

Our model elucidates the distributional effects of treatment. Irrespective

of its limited average effect on top tax preferences, treatment could push
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these preferences together or pull them apart (uniting or dividing coalitions

of voters). Similarly, it could increase or decrease the correlation between

respondents’ beliefs about inequality and their top tax preferences. More

interestingly, treatment could have different effects on different groups such

as political moderates, liberals, and conservatives. We gain new insights into

how information affects beliefs and preferences by studying our model’s

variance and correlation parameters. These parameters also enable us to

diagnose unmodeled treatment heterogeneity if we observe that an outcome’s

variance changes with treatment after including all possible interactions in

the mean equation.16 To estimate all models, we used four Markov chains

with 2,500 iterations each (2,000 warm-up), ensuring that R̂ was close to 1

for all parameters.17

Empirical Results

Table 3 presents estimates of the average effects of treatment on (1) respon-

dents’ belief that inequality is a problem and (2) their preferred tax rate on the

top 1 percent, comparing estimates from two separate ordinary least squares

(OLS) models to estimates from our covariance regression model.18 The

estimates are similar in the OLS and covariance regression models. As KNSS

find, the treatment increases respondents’ average likelihood of reporting

that inequality is a problem. The coefficient on respondents’ preferred tax

rate on the top 1 percent is also positive. It indicates that the treatment

increases the average preferred top tax rate by about one percentage point,

compared to a baseline rate of 30 percent in the control group (the intercept in

Panel A). However, this coefficient is not statistically significant in either the

OLS or covariance regression models. These results are similar for Panels A

and B, which show the results with and without covariates. In Panel C, we

add covariates to the variance and correlation equations of the covariance

regression model, not only the mean equations. This addition increases the

estimated size of the average treatment effect on tax preferences.

Our covariance regression model allows us to examine treatment effects

on means and also on variances and correlations. Table 4 reports coefficients

on the variance of top 1 percent tax rate preferences. Model 1 includes no

treatment interactions with pretreatment covariates in the model for the

mean; it implicitly assumes that treatment effects are constant. Although

Table 3 (Panels A and B) reveals no statistically significant average treat-

ment effect on this outcome, Table 4 shows that the treatment reduces the

variance in respondents’ tax preferences. In other words, information about

income inequality causes respondents’ preferred tax rates to become more
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similar. Table 4 (Panel A, Model 1) shows that the variance is about 11

percent smaller in the treatment group than the control group.19

The nonzero variance parameters in Table 4 (Model 1) indicate unmo-

deled treatment effect heterogeneity. Adding treatment interactions to the

mean model may account for this heterogeneity if it stems from between-

group differences in treatment effects. For example, treatment may have

increased political conservatives’ average preferred top tax rate and

decreased political moderates’, reducing variation by bringing their prefer-

ences closer together. We add interactions between treatment and political

views (coded into three groups—conservative, moderate, and liberal—based

on respondents’ self-reports) in the equations for the means in Table 4,

Model 2. We add additional treatment interactions in Models 3 and 4. Inter-

estingly, adding interactions between treatment and political views as well as

interactions with demographic characteristics does little to explain the treat-

ment effect on the variance. However, as shown in Panel C, adding covari-

ates to the equations for the variances and correlation in addition to the mean

equation cuts the treatment effect on the variance almost in half.

Our covariance regression model allows us to detect effect heterogeneity,

and it also sheds light on the sources of that heterogeneity. Table 4 indicates

that, even accounting for treatment interactions with all measured pretreat-

ment covariates, we cannot explain this heterogeneity solely through differ-

ences in treatment effects between groups. Table 5 reports variance

coefficients interacted with political views. These interactions reveal whether

conservatives, liberals, or moderates are the most variable in their responses to

treatment (i.e., whether treatment unifies or divides tax rate preferences most

among conservatives, liberals, or moderates). Panel B shows that treatment

reduces the variance in moderates’ tax preferences by 16 percent and reduces

the variance for liberals by 8 percent, but it increases the variance for conser-

vatives by 15 percent. Information about inequality, in other words, unifies

moderates’ views about taxation but splits conservatives. Figure 1 illustrates

these results. The treatment reduces the standard deviation among moderates

from roughly 25 to 23 percentage points (on a scale from 0 to 100, the range of

possible tax rates on the top 1 percent), a reduction of about 10 percent; the

effect on the standard deviation among conservatives is similar in magnitude

but opposite in direction, with treatment increasing the standard deviation of

preferences by about 10 percent, from about 22 to 24 percentage points.

In this case, treatment effect heterogeneity cannot be fully explained by

the demographic, economic, and political covariates in the model (listed in

Table 3). Thus, we do not know what subgroups produce the split among

conservatives. This finding is substantively valuable because it suggests that
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theorists of political polarization should look for additional sources of divi-

sion within ideological groups. For example, information about inequality

might shape tax preferences differently among conservatives who do versus

do not feel economically threatened, even though their observed income,

education, and employment do not explain their divergent treatment effects

(Mutz 2018). This substantive implication illustrates a distinctive feature of

our approach: Compared to other models of treatment effect heterogeneity

that analyze subgroups defined by observed covariates, our model allows

researchers to detect treatment effect heterogeneity associated with unob-

served covariates.

Table 6 examines the correlation parameters of our model. The first two

rows show that there is residual correlation between the two outcomes in the

treatment and control groups. Unsurprisingly, the residual correlation grows

when we add covariates to the models (moving from Model 1 to Model 3)

because we are comparing people who are increasingly similar in terms of
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●

●
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Figure 1. Predicted standard deviation of respondents’ top 1 percent tax rate
preferences by political ideology and treatment. Model includes all substantive
interactions in the mean equations and all covariates in the equations for the means,
variances, and correlation (see Table 5, Model 3). For prediction, covariate values are
set to their mean (for continuous covariates) or mode (for categorical covariates).
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their pretreatment covariates. Yet the third row indicates that this residual

correlation does not differ across treatment and control groups.

Table 7 further explores the treatment effects on the residual correlation

by allowing them to vary with respondents’ political views. Panel B shows

that the treatment—giving people information about inequality—increases

the correlation between conservatives’ views about the importance of

inequality and their preferred top tax rates. The effects on moderates and

liberals are the opposite and much smaller in magnitude. The coefficients

reported in Table 7 are difficult to interpret in isolation: They indicate the

predicted change in the correlation’s transformed logit. (An analogous dif-

ficulty plagues the interpretation of logistic regression coefficients, which

are differences in log odds.) Thus, Figure 2 plots the predicted residual

correlation for treated and control groups by political view. Treatment

increases the correlation for conservatives from .44 to .54 (an increase of

almost 25 percent). Thus, it appears that the treatment divides conservatives

not only along the single dimension of their tax preferences but also in the

multidimensional space spanning their opinions about inequality and taxa-

tion. Those whom the treatment pushes to become more convinced that

Table 6. Covariance Regression Coefficients on the Correlation Between Respon-
dents’ Perceptions of Inequality and Top 1 Percent Tax Rate Preferences.

Correlation Coefficients (d)

Model 1 Model 2 Model 3

Treated .155* [.109, .198] .167* [.124, .209] .487* [.268, .656]
Control .169* [.124, .213] .181* [.135, .227] .489* [.284, .651]
Treatment

coefficient
.033 [�.099, .168] .028 [�.100, .156] �.009 [�.131, .112]

Covariates
None P
In the mean

equations
P P

In the variance
equations

P

In the correlation
equation

P

Source: Data from Kuziemko et al. (2015).
Note: N ¼ 3,703. The values in brackets represent 95 percent intervals. Covariates listed in
Table 3. Intercept also included.
*0 outside the 95 percent interval.
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inequality is a problem were also those pushed to believe top tax rates should

be higher; however, this alignment (what we have called treatment effect

complementarity) only appears among conservatives.

Conclusion

Our covariance regression model makes two key contributions to research

on the distributional effects of treatments. First, it places variance function

Table 7. Covariance Regression Coefficients on the Correlation Between Respon-
dents’ Perceptions of Inequality and Top 1 Percent Tax Rate Preferences, Including
Treatment Interactions With Political Views.

Correlation Coefficients (d)

Model 1 Model 2 Model 3

Panel A: Main effects and interactions
Treated �.033 [�.249, .177] �.030 [�.249, .174] �.018 [�.225, .189]
Treated �

Liberal
�.055 [�.345, .229] �.080 [�.368, .211] �.138 [�.432, .133]

Treated �
Conservative

.335* [.007, .662] .367* [.042, .717] .293 [�.041, .614]

Panel B: Treatment effect by political view
Treated

(moderate)
�.033 [�.249, .177] �.030 [�.249, .174] �.018 [�.225, .189]

Treated (liberal) �.089 [�.283, .109] �.110 [�.303, .086] �.156 [�.365, .049]
Treated

(conservative)
.302* [.044, .555] .337* [.073, .603] .275* [.016, .533]

Covariates
None P
In the mean

equations
P P

In the variance
equations

P

In the
correlation
equation

P

Source: Data from Kuziemko et al. (2015).
Note: N ¼ 3,703. Panel B shows linear combinations of coefficients from the corresponding
model in Panel A. The values in brackets represent 95 percent intervals. Omitted (reference)
category in interactions with liberal/conservative policy views is “moderate” policy views. Cov-
ariates listed in Table 3. Intercept also included.
*0 outside the 95 percent interval.
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regression in a causal framework, providing an elegant test for unmodeled

treatment effect heterogeneity and a way to estimate its magnitude and

distribution within and between social groups. Second, covariance regres-

sion generalizes variance function regression to model multiple outcomes,

providing a way to quantify treatment effect complementarities and effects

on well-being in multiple dimensions. Our model also offers policy makers

a way target interventions, considering not only which subgroups react

most strongly to treatment on average but also which subgroups have the

least variable reactions and which, therefore, may be the least risky in terms

of the returns on the investment required to fund the intervention.

We develop a Bayesian approach to estimating our model parameters,

which allows researchers to describe uncertainty in many quantities of

interest, including differences in standard deviations and correlations

across groups. We provide code to help researchers estimate the model (see
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Figure 2. Predicted residual correlation between of respondents’ top 1 percent tax
rate preferences and their belief that inequality is a problem by political ideology and
treatment. Model includes all substantive interactions in the mean equations and all
covariates in the equations for the means, variances, and correlation (see Table 7,
Model 3). For prediction, covariate values are set to their mean (for continuous
covariates) or mode (for categorical covariates).
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Online Supplemental Material [which can be found at http://smr.sagepub.

com/supplemental/]). Simulation results confirm that our model and

estimation approach accurately capture treatment effect heterogeneity

when it exists and do not indicate heterogeneity when it does not exist in

the underlying data.

Empirically, we provide new insights into the effects of sharing informa-

tion about income inequality on people’s beliefs and preferences. Previously,

Kuziemko et al. (2015) found that sharing information about inequality had

no large average effect on people’s preferred top tax rates. Yet we document

significant heterogeneity in these information effects. Moderates’ and liber-

als’ preferences are united by the information, while conservatives’ prefer-

ences are divided. This finding suggests that information about inequality

changes the preferences of one subgroup of conservatives, but not others.

Conservatives are also distinct from liberals and moderates in that the infor-

mation treatment tightens the correlation between their beliefs about inequal-

ity and their tax preferences. This result is also consistent with the idea that

there is an unobserved subgroup of conservatives whose beliefs about

inequality and tax preferences both move away from other conservatives’

positions after they receive the treatment. Even after allowing for differential

treatment effects across subgroups defined by every observed respondent

characteristic, we find that existing theory (which drove the collection of

these covariates) is insufficient to predict which conservatives react in which

direction to information about inequality.

We present these findings to illustrate our model (not to make a sub-

stantive contribution to the literature on redistributive preferences). How-

ever, the covariance regressions reveal clear political patterning in

treatment effect heterogeneity. Insights could be deepened if future studies

aimed to identify which subgroups of conservatives are particularly per-

suaded by what types of information about inequality. This direction for

future research is a distinctive contribution of our covariance regression

approach. Unlike other approaches that examine treatment effect hetero-

geneity across observed covariates, our approach allows us to detect effect

heterogeneity across unobserved covariates. Such findings should spur new

theoretical developments that aim to discover new dimensions over which

treatment effects vary (in this case, new subgroups of conservatives).

Importantly, by quantifying how treatment effects vary both across

observed subgroups and within them (across unobserved subgroups), covar-

iance regression allows researchers to describe how interventions shape total

inequality. To find the total variance, which is the sum of the variances

between and within groups,20 researchers can combine results from the mean
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and variance regressions. Because variances are only scale-invariant mea-

sures of inequality when the outcome is logged,21 researchers may wish to

further combine the output from the mean and variance regressions to cal-

culate coefficients of variation (CVs).22 Our covariance regression estimates

all components of CVs; further, our Bayesian estimation approach provides

full posterior distributions of all parameters. Thus, researchers can use our

model to produce point estimates and uncertainty intervals for CVs to

describe how a treatment shapes total inequality in an outcome.23

This article focuses on using covariance regression for causal inference.

However, our model can be applied to many noncausal questions of interest

to scholars of inequality. Group differences are at the heart of inequality, and

covariance regression provides a new tool for understanding differences

between groups. Covariance regression jointly models three aspects of group

inequalities: differences in typical beliefs and behaviors (mean differences),

differences in the amount of internal disagreement about each belief and

behavior (variance differences), and differences in the degrees of correspon-

dence between beliefs, between behaviors, and between how beliefs match

behaviors (correlation differences). Researchers interested in how “coherent”

groups are, and in the links between ideas and actions, will benefit from this

approach, which makes it possible to study these things conditional on other

covariates, unlike existing approaches.24

One way to extend our covariance regression model to study a large

number of outcomes is to add an additional hierarchical level to the correla-

tion model. Instead of simply modeling correlations between each pair of

outcomes, each coefficient in the correlation model could instead be treated

as a random effect centered around a single “group coherence” parameter

that measures how tightly a large number of outcomes coalesce within

groups. This extension is another example of how our model can be used

to move beyond ad hoc analyses of many outcomes and quantify a concept of

theoretical interest to inequality scholars.

An important limitation of our model is that it is aimed at outcomes that

are continuous or discrete but commonly treated as continuous (e.g., educa-

tional attainment measured in years). Researchers interested in such out-

comes, but who worry that their relationships might be nonlinear and thus

not well captured by correlations, can transform their data using ranks to

capture nonlinear but monotone associations (Embrechts, McNeil, and Strau-

mann 2002). Researchers interested in discrete outcomes must account for

the fact that the mean and variance of such outcomes are often assumed to be

related. For example, for count variables modeled with a Poisson likelihood,

the mean is assumed to equal the variance. When this assumption is violated,

Bloome and Schrage 31



researchers can add an overdispersion parameter (McCullagh and Nelder

1989). Extensions of the covariance regression model for discrete outcomes

could model their means, overdispersions, and associations as a function of

covariates. Such extensions could further improve our understanding of

treatments’ distributional effects, deepening our knowledge of how interven-

tions shape not only average outcomes but also inequality.
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Notes

1. Ignorability holds when the potential outcomes in each treatment group are

(conditionally) independent of treatment assignment. Randomized experiments

produce ignorability in expectation, while observational studies often assume

ignorability after adjusting for confounders.
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2. The model generalizes to other multivariate distributions that have covariance

matrices as parameters, like the multivariate t distribution for robust regression.

3. This is equivalent to the hyperbolic tangent sigmoid function commonly seen in

neural-network models, where rjk ¼ tanhðXdjk=2Þ. We use the inverse logit

because it is familiar to social scientists and was computationally faster in our

tests.

4. Including different predictors for different outcomes can improve the efficiency of

the estimated mean effects, as in seemingly unrelated regression (Zellner 1962).

5. This risk is always present in causal analyses of observational data; it is not

specific to covariance regression. However, the risk of model misspecification

increases when we have models for means and higher-order moments.

6. We assume a binary treatment for exposition only; our model works for multi-

valued and continuous treatments.

7. Unequal variances imply treatment effect heterogeneity. In general, the converse

is also true, except in the unlikely case where effects in opposite directions

exactly cancel each other; see equation 22 and Note 9.

8. We make this deterministic assumption for ease of explication, but our frame-

work handles multiple moderators, including unobserved moderators that could

be captured in a stochastic term (allowing people with the same value of M to

have different treatment effects). See Note 10.

9. The anomalous case is when lm ¼ �2l0, which implies we would have equal

variances across treatment groups despite treatment effect heterogeneity.

10. In particular, with multiple moderators,

Var½Yið1Þ� � Var½Yið0Þ� ¼
XK

k¼1

l2
m;kVar½Mi;k � þ 2

XK

k¼1

l0;klm;kVar½Mi;k �þ

XK

k¼1

XK

k
0¼1

ðl0;klm;k
0 þ l0;k

0lm;k þ lm;klm;k
0 ÞCov½Mi;k ;Mi;k

0 �

for all k 6¼ k
0
: If some of these K moderators are unobserved, or if there is truly

idiosyncratic variation in treatment effects, we could write one of the Mi;k terms

as ei;k to represent stochastic variation in treatment effects.

11. In small samples, a stronger prior—t or Gaussian—may be needed to get precise

estimates. Estimating parameters on the covariance matrix demands a reasonable

amount of data, and the choice of prior for small samples is an open research

question.

12. When we fit the Hoff–Niu model using the covreg package in R, which uses a

Gibbs sampler, the autocorrelation for the model parameters exhibited a lag of
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300 iterations. When we fit the Hoff–Niu model using our own implementation in

Stan using Hamiltonian Monte Carlo, the autocorrelation in the parameter draws

was lower but still substantial, at a lag of 50 iterations. Hamiltonian Monte Carlo

was much faster than the Gibbs sampler but was still computationally intractable

for several datasets that we tested. Many Hoff–Niu models would not converge

after over a week of run time.

13. Hoff–Niu covariance parameters come in pairs and are always squared or multi-

plied together, so the sign nonidentifiability does not affect inference in theory,

but it exacerbated our practical model-fitting issues.

14. We study a randomized experiment because we can be sure that any treatment

effect heterogeneity that we find reflects true heterogeneity, not unmeasured

selection.

15. Treatment increased support for the estate tax.

16. But note, again, that although a treatment effect on the variance indicates treat-

ment effect heterogeneity, the converse is not necessarily true (i.e., the absence of

a treatment effect on the variance does not necessarily allow us to conclude that

treatment effects are constant across individuals).

17. Trace plots, marginal posterior density plots, and tables containing the 1st, 2.5th,

25th, 50th, 75th, 97.5th, and 99th percentiles of the marginal posterior distribu-

tions of all parameters from our most highly parameterized model (shown in

Tables 5 and 7, model 3) are available from the authors. This model took 48

minutes to run with the four chains distributed across four cores on a remote

server with 128 GB of RAM available to share across all server users, running

Stan Version 2.17.0 via RStan in R Version 3.3.3.

18. The ordinary least square estimates in Table 3 differ from the estimates reported

in Kuziemko, Norton, Saez, and Stantcheva (KNSS) because we use the full

range of answers to the question, “Do you think inequality is a serious problem

in America?,” and because we handle covariates slightly differently. In models

labeled “no covariates,” we do not include any covariates (while KNSS include

round fixed effects in their “no covariates” models). In models including covari-

ates, we include all the covariates that KNSS include, but we simplify the coding

of race/ethnicity (coding it as white vs. not) and education (coding it as college

graduate vs. not). Our sample size for both outcomes matches the sample size that

KNSS report in their models of the first outcome (but is slightly smaller than their

sample size for the second outcome because we must use the same sample to

model both outcomes jointly).

19. 1� e�:112 ¼ 0:11.

20. Var½Y � ¼ Var½E½Y jX �� þ E½Var½Y jX ��.
21. In general, Var½kY � 6¼ Var½Y � where k is a constant. However, when working in

logs, Var½logðkY Þ� ¼ Var½logðkÞ þ logðY Þ� ¼ Var½logðY Þ�.
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22. CVs divide standard deviations by means, resulting in scale-invariant measures.

23. For data measured on an interval scale, Allison (1978) provides additional

approaches that could be combined with our model to obtain valid comparisons

of inequality across groups’ distributions when the interval measure has a theo-

retically fixed zero point.

24. From a demographic perspective, our model can be used to elegantly map dif-

ferences within and between groups; no assumptions about ignorability or model

misspecification are required for such descriptive analyses of observational data.
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